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Figure 1: Our motion puppetry transforms human motion input into natural motion of creature characters.

Abstract

We present a novel real-time motion puppetry system that drives
the motion of non-human characters using human motion input. We
aim to control a variety of creatures whose body structures and mo-
tion patterns can differ greatly from a human’s. A combination of
direct feature mapping and motion coupling enables the generation
of natural creature motion, along with intuitive and expressive con-
trol for puppetry. First, in the design phase, direct feature map-
pings and motion classification can be efficiently and intuitively
computed given crude motion mimicking as input. Later, during
the puppetry phase, the user’s body motions are used to control the
target character in real-time, using the combination of feature map-
pings generated from the design phase. We demonstrate the effec-
tiveness of our approach with several examples of natural puppetry,
where a variety of non-human creatures are controlled in real-time
using human motion input from a commodity motion sensing de-
vice.
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1 Introduction

Recent advancements in low-cost motion sensors, such as Nin-
tendo’s Wii

TM
or Microsoft’s Kinect

TM
, have made it possible for a

user to interactively control a virtual character using their own body
motion. Such devices significantly enhance the gaming experience
by allowing a variety of tasks such as dancing, sports, and adventure
activities to be performed while interacting within a virtual envi-
ronment. Such applications, however, are mainly focussed on con-
trolling human-like characters or anthropomorphic animals. Online
puppetry of humanoids is a widely studied topic, usually based on
simple performer-character correspondences of body parts. In con-
trast, online motion puppetry of non-human creatures that behave
with their own innate characteristics is a new and challenging prob-
lem.

This paper presents a real-time motion puppetry method for non-
human characters, in particular living creatures, although our
method could be extended to handle any kind of rigged object. We
aim to animate such creatures in their native style, while the user
performs a wide range of input motions. The significant differ-
ences in the body proportions, morphologies, and movement styles
of our target characters from those of a human give rise to sev-
eral unique challenges that have not been addressed in previous
human-character puppetry work. First, there is no unique answer
to the question: which human body part corresponds to a specific
anatomical feature of a target creature? As animals usually have
a different morphology and number of degrees of freedom (DOFs)
than those of a human, designing robust body part maps that allow
for intuitive and efficient human-creature control is an ambiguous
and non-trivial task. Furthermore, even if we do have such an effec-
tive coupling of source and target parts, how do we generate natural
and believable creature animations from the performance of a hu-
man actor? For example, the various gaits of a mammoth or the
locomotion patterns of a spider each have their own style and tim-
ing that humans cannot possibly emulate. Finally, for real-time ap-



plications such as games, the puppetry interface needs to promptly
generate appropriate target animations from the human user’s input
body motions. Therefore, we cannot use the complex feature map-
ping models or dynamics simulations previously used in animation
retargeting on non-human characters.

To achieve natural and believable puppetry given these challenges,
we utilize a combination of different feature mapping functions,
each designed to address the above-mentioned constraints, together
with an intelligent blending scheme that efficiently generates nat-
ural and high-quality output motions. Our direct feature mapping
method selects optimal human-creature body matches amongst a
variety of candidate pairs. We then use motion coupling of two dif-
ferent animation clips with the same length to translate a human’s
mimicking motion into a creature’s characteristic motion, and in-
troduce a robust motion classifier to identify which target motion
the user is trying to mimic. Finally, we employ a small number of
features and a simple form of model for each mapping function, in
order to make the puppetry interface as computationally and mem-
ory efficient as possible.

Our approach requires only a small number of loosely matched
human-creature motion pairs and approximate body tags to build
the feature mappings. This is particularly advantageous for pup-
petry with non-human characters, where a repetitive trial and error
process is required to achieve consistent and natural output mo-
tions. We show that the resulting mapping supports a wider range
of human motions and generates a variety of natural and character-
istic motions of target creatures. Figure 1 shows example poses of
four creatures with very different morphologies generated using our
puppetry system, alongside the corresponding input human poses.
The power and effectiveness of our approach is demonstrated us-
ing the Kinect sensor as a motion capture device, where the highly
constrained input human motions are effectively mapped to the tar-
get creatures, and natural characteristic motions are generated in
real-time.

2 Related Work

Many researchers have studied motion retargeting techniques, par-
ticularly between human-like sources and target characters with the
same structure. Spacetime optimization [Gleicher 1998] and dis-
placement mapping [Witkin and Popović 1995; Lee and Shin 1999]
produce high quality retargeting results in offline cases. In the case
of online retargeting, FK-IK blending methods and effective IK sys-
tems have been the main research focus [Choi and Ko 1999; Shin
et al. 2001]. Rather than using the full-body skeleton as input, a
small amount of marker information was employed to reconstruct
whole body motion in the work of Chai and Hodgins [2005]. Ob-
taining slightly modified motion from the input has been an inter-
esting topic for retargeting. Hsu et al. [2005] presented a retar-
geting method that transforms input motion into a different style
while retaining the content of the motion. In the work of Ishigaki
et al. [2009], a plausible character that interacts with a virtual en-
vironment is animated using a combination of physics simulation,
example motion clips, and input performance.

There are further issues to consider when it comes to retargeting
between characters with different body structures. In order to adapt
different morphology and behavior patterns between source and tar-
get characters, matching the DOFs of both is important. Layer-
based repetitive animation authoring for each DOF of an animal
character [Dontcheva et al. 2003] is one way to resolve this chal-
lenge, although their goal was not the online motion puppetry of
a whole character. In the work of Hecker et al. [2008], anima-
tions are authored using semantic specifications, so that they can
be reconstructed on a variety of characters whose body structure is

Figure 2: System overview

unknown during pre-processing. Several approaches are based on
global pose-to-pose correspondences. Yamane et al. [2010] manu-
ally created a number of character poses from an input human per-
formance, and learned the retargeting function using a probabilistic
model. At the geometry level, Baran et al. [2009] achieved plausi-
ble deformation transfer using sparse example mesh pairs. Corre-
spondences between the shape spaces is inferred, and semantically
similar interpolation results are generated. The problem we tackle
in this paper is different from all previous work, in that we need to
convert a wide range of human performances to those of a charac-
ter with a very different morphology and movement style, and in
real-time.

Various motion puppetry techniques were introduced in tandem
with recent advances in motion detecting devices. Motion sensors
that capture the acceleration of sparse body parts have been used
to generate locomotion controllers [Shiratori and Hodgins 2008]
and various full-body animations [Liu et al. 2011]. Lockwood and
Singh [2012] transformed finger walking on the Microsoft Surface
TM

touchscreen device into character locomotion by extracting and
classifying representative features of the finger motion. In these
types of applications, extracting representative features from the in-
put data that describe the motion is a key consideration. Depth data
from a time-of-flight camera has been used to estimate the pose
of a performer [Shotton et al. 2011; Wei et al. 2012] and for fa-
cial animation and puppetry [Weise et al. 2011]. Recently, Chen
et al. [2012] presented a puppetry system for various geometries
given the input of human pose from the Kinect. Their main focus
was on developing a mesh deformation method while human pose
input was employed as direct positional constraints. In this paper,
we focus on the semantic interpretation of motions between differ-
ent structures and new feature mappings that effectively support it.

3 System overview

Our system transforms an input human performance into an out-
put character animation by blending motions selected from a pre-
processed set, based on a number of different motion mappings.
Figure 2 provides an overview of the system. Transformation func-
tions for each mapping are computed during a design phase (Sec-
tion 4) and are later deployed during an interactive puppetry phase
(Section 5).

We divide the target outputs into two categories: 1) simple mo-
tion, i.e., individual movements of each body part that a human
performer can easily mimic, such as swaying from side to side; and



2) complex motion, i.e., coordinated actions that humans cannot
reasonably perform, such as the locomotion patterns of a multi-
pede. Direct feature mapping is used to create the former, whereas
a small set of offline action examples based on pre-designed motion
couples are leveraged for the latter, in a process called motion cou-
pling. Thus, we can produce unique creature animations that can be
generated from a human’s actions. We have chosen to build multi-
ple feature-to-feature mappings rather than learning single pose-to-
pose mapping, as we have found that this provides more flexibility
to the designer and produces more plausible output animations.

In the design phase, the direct feature mapping and motion clas-
sification are computed with the assistance of our algorithm. The
designer acts out the input human performance for each desired out-
put animation, and thereby generates a pair of motions. For direct
feature mapping, the most appropriate input features for a target
output feature are found and the mapping functions are computed.

A motion classifier is trained on the input human motions, to be
later used during the puppetry phase to analyze the user’s input
performance and select the corresponding mappings. Direct fea-
ture mapping transforms the user’s input performance into charac-
ter motion for the simple motions, while motion classification and
motion coupling are used to select an appropriate frame from an
example motion clip of the target creature for the complex actions.
Motions of both types are blended based on the classification result.

4 Design Phase

4.1 Acquiring data

The human input features for the mappings are derived from 15
points on an actor’s body, including the head, neck, torso and
the left/right shoulders, elbows, hands, hips, knees, and feet (Fig-
ure 3(a)). From these input markers, we derive a variety of input
features that could be used to drive a creature’s performance, such
as absolute/relative positions, angles, distances and velocities (Ta-
ble 1). In order to model non-linear relationships in the range of
motion between human and character motions, we also generate a
number of additional features using some simple kernel functions
(e.g., square, exponential, dot product and multiplication).

Features No. DOFs
Absolute position 3 (x, y, z)
Root-coordinate position 3 (x, y, z)
Distance from root joint 1
Displacement from parent joint 3 (x, y, z)
Ground height 1
Joint angle at parent marker 1
Displacement from end effectors 15 (3× 5 end effectors)
Distance from end effectors 5 (for 5 end effectors)
Velocity 3 (x, y, z)
Acceleration 3 (x, y, z)
Square of above features 38
Exponential of above features 38
Dot product of two vector features 45
Multiplication of two scalar features 28

Table 1: All features that are used for the feature mapping process.
Each human marker has all listed features.

For output, we can animate any target creature rig that consists of
a mesh, skeleton, skinning weights, and control handles for key-
framing. The output features of the system are derived from the
active DOFs in the control handles (Figure 3(b)). Creating anima-
tion using control handles is not only effective for interactive pup-

petry, but is also advantageous for subsequent animation editing by
an artist [Seol et al. 2011; Hahn et al. 2012].

Figure 3: (a) 15 markers on a performer’s body (b) character rigging
with control handles (red lines)

To generate the simple target motions, we require a training anima-
tion that exhibits the full range of possible motions for each control
handle, which be used during the online puppetry phase. Such an
animation, commonly referred to by artists as “calisthenics”, is al-
ways created during the rigging process in order to check skinning
quality. We extract the DOFs that have been applied to create these
calisthenics, and thereby derive a number N of active DOFs for
puppetry (yi, i = 1 . . . N ), each with a range of values from lower
(l) to upper (u): yli < yi < yui . The number of active DOFs N
will usually vary between 15 and 30 for different target creatures,
and the designer tags each one with the most semantically simi-
lar label from the input human markers (e.g., left foot, right elbow,
head) in a process called DOF tagging. The active DOFs derived
from the rigging data can thus be viewed as a low-dimensional set
of intuitive output features that are designed to effectively generate
creature poses.

For the complex target motions, a number M of keyframe anima-
tions of cyclical creature actions, such as multipede walking, are
created by hand. The designer also specifies a corresponding mask
for active DOFs m = {mi, i = 1 . . . N} for motion blending,
which is later used in the puppetry phase. The mask for an ac-
tive DOF that will show the keyframe cyclical animation is set to
mi = 1, and otherwise set to mi = 0. Table 2 summarizes the set
of required designer manual inputs for each output creature.

Type Amount of manual work
Range of motion for each active DOF
DOF tagging for each control handle
Complex cyclical animation M animations (usually 2-3)
Mask for each cyclical animation

Table 2: Designer’s manual inputs for each output creature

For each target creature, the mimicking performance of a human ac-
tor is captured using the Kinect sensor. First, the designer chooses
the most appropriate rest pose of the human to map to the corre-
sponding rest pose of the creature. Next, the designer mimics and
captures each motion in the range of motion data. For each mim-
icking, the designer has to make sure that the body marker that he
tagged for the target range of motion is actively moving during his
mimicking motion.

Next, human motions are assigned for each complex animation of
the creature. A one-to-one frame correspondence is needed be-
tween the human and creature motion clips, so they are required to
be the same length and at least one part of the human body should
move in synchrony with the creature’s body, according to the spec-



ified DOF tags. If the two clip lengths are different or if the de-
signer’s motion is not synchronized with the character motion, we
warp the human motion to fit the creature’s complex animation us-
ing manually marked peak correspondences on graphs of both the
motions. If the designer does not like a resulting animation, he sim-
ply deletes the captured motion and starts again.

4.2 Designing motion transformations

In our system, appropriate feature mappings are learned based on
the set of manually created keyframes and mimicked motions de-
scribed in Section 4.1. We now explain the generation of the direct
feature mapping and the training of the motion classifier.

4.2.1 Direct feature mapping

A direct feature mapping is represented as y = Ax + b, where
y = {yi} is a vector of output creature features (i.e., active DOFs)
and x = {xj} is a vector of input features, as shown in Table 1. A
is a motion transformation matrix and b is an offset vector. Each
output feature yi is defined as a weighted combination of linear
equations: yi =

∑
j βij(aijxj + bij), with weights βij .

Amongst the variety of input features in Table 1, we find the best
combination of input features for each output feature. As men-
tioned before, it is not easily determined which input feature drives
which output DOF, because the source and target character have
very different morphologies and movement styles (which is not the
case in puppetry with humanoid characters). In our approach, we
find the sparse input features that satisfy several desirable criteria,
out of all candidate inputs. These criteria are carefully chosen based
on the intrinsic requirements of the puppetry and by observing ex-
perienced character designers manually setting up the puppetry.

For each active DOF yi, we have a simple range of motion ani-
mation and the designer’s corresponding mimicking motion. If the
active DOF is involved in a complex cyclical motion, we also have
a pair of synchronized creature and designer motions. Based on
these data, we evaluate Equation 1 for all input features {xj} cre-
ated by a selected marker from the DOF tagging, and find input
feature xyi that minimizes the equation. In the following process,
the input feature xyi is employed for further selection of additional
input features to make a direct feature mapping.

E = w1E
MM
ij + w2E

AO
ij + w3E

SD
ij + w4E

ST
ij (1)

Error terms: The errors arise from the following: EMM

minimum-maximum value matching; EAO absolute orientation
matching; ESD standard deviation; and EST transition smooth-
ing. The weights for each term are empirically determined such
that w1 = 10, w2 = 2.5, w3 = 1, and w4 = 10 by running the
system with a number of different configurations. Once the optimal
input features and their coefficients aij , bij are computed, we can
build a sparse matrix A and offset vector b from them and use them
in the puppetry phase. We now explain each error term and show
how we determine the mapping function.

Min-max value matching (MM): We test how well a pair of input-
output features match by examining their minimum and maximum
values together with the rest pose value. Based on the lower, upper
and rest pose values of an active DOF yli, y

u
i , y

r
i , and of an input

feature xlj , x
u
j , x

r
j , we evaluate the linear fitting error for three data

points. Equation 2 defines the min-max matching error normalized
by the range of the target feature, where aij and bij are computed
by fitting a line to three data points (xlj , y

l
i), (x

u
j , y

u
i ), and (xrj , y

r
i ).

EMM
ij =

1

yui − yli

(
‖yri − (aijx

r
j + bij)‖2

+ ‖yli − (aijx
l
j + bij)‖2 + ‖yui − (aijx

u
j + bij)‖2

)
(2)

Absolute orientation (AO): During the motion acquisition step, we
found that people have a tendency to perform a mimicking motion
whose principal movement direction in world coordinates is similar
to that of the character’s active moving part, irrespective of the dif-
ferent morphologies. For example, when a mammoth moves its leg
(hip, or head) upwards, the mimicker also tends to move his own
respective body part up, regardless of the different torso direction
between them. Connecting an input feature that has similar move-
ment direction to that of an active body part provides intuitive and
robust puppetry. The absolute orientation error (Equation 3) mea-
sures the similarity of the principal movement direction between an
input feature and a target body part.

EAOij = 1− |x̂j · ŷi| (3)

We compute the normalized principal movement direction ŷi of
the character body part triggered by output feature yi. Princi-
pal Component Analysis is applied to vertex displacements from
the rest pose to the minimum and maximum poses of the out-
put feature, and the first principal axis is selected as the princi-
pal movement direction ŷi. In Equation 3, x̂ = (1, 0, 0) for x-
axis related features (e.g., absolute x-position, root-coordinate x-
position), x̂ = (0, 1, 0), x̂ = (0, 0, 1) for y, z-axis related features
respectively, while x̂ = (0, 0, 0) is assigned for non-directional
features (e.g., distance, joint angle).

Standard deviation (SD): The standard deviation of each feature is
an important key to finding the best input-output match. The in-
tention behind any given human input action is usually manifest in
the feature with the largest motion variance (e.g., waving an arm).
Connecting this feature to the target DOF generates an effective
mapping that faithfully reflects the performer’s intention. Equation
4 shows this standard deviation error, where σj is the standard de-
viation of j-th input feature.

ESDij = exp(−σj) (4)

Smooth transitions (ST): For those character DOFs that are involved
in a complex example animation, we compute the error caused by
the goal of achieving smooth transitions between motions created
by direct feature mapping and those by motion coupling. Such
smooth transitioning is an important requirement for natural pup-
petry. Direct feature mapping should therefore produce similar mo-
tion to that of motion coupling. Equation 5 gives the error func-
tion for smooth transitions. M indicates the number of frames in
the example animation and k indicates the frame index in the ex-
ample animation. The first term minimizes the difference between
two mapping functions using aij and bij from Equation 2; the sec-
ond term evaluates the linear fitting error between input and output
features in the example animation itself; while cij and dij are com-
puted by applying simple linear regression to the data {xkj , yki }.
Finally, the sum of errors is normalized by the range of the target
feature and the number of frames.

ESTij =

∑M
k=1(‖y

k
i − (aijx

k
j + bij)‖2 + ‖yki − (cijx

k
j + dij)‖2)

(yui − yli)M
(5)



Symmetry: For consistent and predictable puppetry, features on
the symmetric body parts of the creature (e.g., z-position of left-
hand ↔ z-position of right-hand) need to be matched to the sym-
metric input features (e.g., x-position of left-elbow↔ x-position of
right-elbow). To take this into account, two symmetric output fea-
tures are joined together when we evaluate them using Equation 1.

Mapping: For each target active DOF yi, we select the features
most likely to have small error values. We find feature xyi that
gives minimum error Ê and select all features {xyij } whose error
value is smaller than (1+ε)Ê, where ε is set to 0.2 in our tests as we
found that this selected a reasonable number of features in practice.
The use of one most likely feature would be the simplest option, but
is not sufficient for handling a variety of input motions other than
those of the designer. Blending multiple features provides for more
consistent and robust puppetry.

The weights of each selected feature are computed using optimiza-
tion, which aims to minimize the matching error for pairs of input-
output data. The data include minimum, maximum, and rest pose
pairs from EMM , and motion coupling data from EST if a com-
plex animation exists on the target DOF. Optimal weights {βij} of
selected features {xyij } are computed based on Equation 6, where
{αk} are the importance weights for each pair of data.

min
βij
‖
∑
k

αk(yk −
∑
j

βij(aijx
yi
j + bij))‖2

s.t.
∑
j

βij = 1, βij ≥ 0
(6)

We set αk = 1 for the rest pose, αk = 0.3 for the minimum
and maximum pose, and αk = 0.05 for each frame of a complex
animation example, which we found by repeatedly tweaking the
weights. Quadratic Programming is used to compute the solution
of the equation given additional equality and inequality constraints.
Finally, we generate the matrix A and offset vector b using the
computed values of {aij}, {bij}, {βij} from every output feature
{yi} and corresponding selected input features {xyij }.

4.2.2 Motion classifier training

To capture the intention of the performer, we train a motion classi-
fier to identify whether the performer is mimicking one of the com-
plex cyclical motions that the designer registered in Section 4.1.
To train a Support Vector Machine (SVM) based classifier, we use
three types of features: root-coordinate position, velocity, and ac-
celeration of all markers. The use of these three features works well
for classification, and also for the nearest neighbor search described
in Section 5.

When the input human motion is not similar to any of the registered
motion, we do not employ any complex animation data and define
it as a None state. We need additional background data to make the
classifier choose this state in the case that the user is not performing
any of the complex motions registered for motion coupling. To gen-
erate the background data, we add random noise to each dimension
of the original complex motion data and generate additional pose
points. Figure 4 shows the background data generation process in a
conceptual 2-dimensional space. We add rest pose data to the None
state to ensure that the rest pose does not trigger any complex ani-
mation. Finally, we train a multi-class SVM classifier [Knerr et al.
1990] using the original motion data and background data with their
class labels. It could be thought that some background data may be
very close to the original data and could therefore degrade the qual-
ity of classification. However, because the dimension of the data

(a) (b) (c) 

Figure 4: (a) Original motion data in motion coupling (b) adding
background data (green points) using random noise (c) training re-
sult of the classification

is high (135 in our case, so random noise rarely generates similar
points to the original ones) and the SVM is robust against noise,
our classification works well. After training, the SVM classifier ac-
curately selects one of the complex example motions, or the None
state, given new input human motion.

5 Puppetry Phase

During the online puppetry phase, our system blends motions from
both simple and complex categories for every action the user per-
forms, thus producing natural creature movements in real-time. We
now describe how output features are computed for each type of
mapping, and how they are blended together to generate the final
creature pose.

Direct feature mapping: From each input pose we create a feature
vector x. Then, by simply computing the matrix-vector product
yD = Ax+ b, we obtain the new values of the output features on
the target creature.

Motion coupling: For novel input poses, we send them to the mo-
tion classifier described in Section 4.2.2, which selects one of the
motion classes from the complex example animations, or the None
state. If the classifier selects one of the complex example anima-
tions, we use Euclidean distance to search for the nearest neighbor
of the input pose among the frames in the selected example motion.
As we have created one-to-one correspondences between the hu-
man and complex character motions (Section 4.1), we can use them
to select the resulting character pose yM .

Motion blending: We blend motions selected using direct feature
mapping yD and motion coupling yM to generate natural creature
motion. Using yD as the base motion, we blend it with yM us-
ing the classification result and the mask described in Section 4.1.
Each human’s mimicking motion for a complex example anima-
tion has its own queue {Qc, c = 1 . . .M}. When the classifier
selects one of the complex example motions for a given input, we
add ‘1’ to the queue of selected example motions, and ‘0’ to the
other queues. When the number of ‘1’ entries becomes bigger than
the specified threshold in any queue, we set the queue to be an ac-
tive queue and search for yM in the corresponding example mo-
tion. We employ those queues as buffers that prevent unintended
use of example animations while providing fast feedback to the
user. In our system, we set the queue size to 60 and the thresh-
old to 30 by considering the rate of input data. The blending weight
w is computed from the status of the active queue Q∗ such that
w = min((

∑60
j=1Q

∗
j − 30)/15, 1). Using Equation 7, the binary

mask m is applied together withw to blend motions selected during
direct feature mapping and motion coupling.

y = (1−mw) · yD +mw · yM (7)

To prevent sudden popping of motion because of noisy input data,
we apply a smoothing function to the current pose by blending pre-



Figure 5: Motions from direct feature mapping and motion cou-
pling are blended.

vious poses within a small temporal window. Finally, we apply the
computed output feature values y to the rigging control handles,
and the character is rendered in its final pose.

5.1 Puppetry examples

We conducted a series of tests using the Microsoft Kinect sensor
as an input device. This device is simple to set up and captures
the sequence of a performer’s poses at interactive rates. In order
to consistently capture all markers, the capture volume is restricted
to an area of about 1m×1.5m at a 2.5m distance from the Kinect,
and only frontal, standing poses are allowed for the performer. Au-
todesk Maya

TM
is used as the implementation platform for puppetry,

while NI Mate
TM

[Delicode 2012] is employed to reduce the noise
in the Kinect data and to transfer the data to Maya using an Open
Sound Control format. For frames with missing markers, we es-
timate the marker positions by extrapolating their previous motion
trails. The system runs at 30 fps on an i-7 CPU with a Python im-
plementation and can reach up to 40 fps according to the rate of
input data.

When a new user plays with the puppetry system, we capture the
rest pose of the user and use it for additional tuning of the puppetry.
We replace the rest pose data that are used for the classifier (Sec-
tion 4.2.2), and for Equation 6. The rest pose tuning improves the
quality of puppetry for a new user and it takes less than one second
for the tuning.

We tested the effectiveness of our system at performing puppetry of
various creatures: a dinosaur, mammoth, shark, and spider (Figure
1). The dinosaur performs biped walking, but the direction of his
torso and the relative lengths of his limbs are far different from a hu-
man, and he also has a long tail. The mammoth performs quadruped
locomotion, and he has a long nose and short tail. The shark has no
explicit limbs, per se, and there is no ground contact. Finally, the
spider character has eight legs and a very different movement pat-
tern from a human’s.

For each character, a designer keyframed a simple range of motion
animation and 2-3 cyclical locomotion patterns, and assigned ap-
proximate correspondences between human markers and character
DOFs. Next, he recorded his mimicking motions for both simple
and complex animations as described in Section 4.1. The average
time for manual keyframing and DOF tagging-masking was around
1-2 hours and 5 minutes, respectively, while mimicking took around
5 minutes.

Figure 1 and the accompanying video show examples of synthe-

Figure 7: Screen shots of demo game. The character walks forward
while avoiding and interacting with virtual objects.

sized motion. Various poses and natural movement styles are recre-
ated on the creatures using our puppetry system. Figure 6 shows
the output motions on the mammoth character by the direct fea-
ture mapping and the motion coupling, independently of each other.
Plausible creature motion can be still achieved by the use of the di-
rect feature mapping alone, whereas the motion coupling only re-
produces keyframe animation on specified parts of the body. Using
those output poses from two mappings, our blending scheme gener-
ates various natural motions. In order to show one possible applica-
tion of our puppetry system, we developed a simple demonstration
game (see Figure 7), where the user is asked to avoid virtual obsta-
cles or to hit virtual objects while the character is moving forward.

6 Evaluation

In this section, we evaluate the effectiveness of our approach in
a number of different ways. First, we show the statistics and ex-
amples of feature selection by the direct feature mapping and de-
termine the accuracy of motion classification. Next, we report on
feedback from several users of the real-time puppetry phase of our
system. Finally, we compare our work with previous puppetry ap-
proaches.

The use of direct feature mapping: The direct feature mapping
faithfully captures the designer’s intention behind the mimicking
by selecting the most appropriate features. When the designer re-
peated the mimicking motion in the puppetry phase, we could get
the output motions that we expected from initial keyframe anima-
tion. Table 3 shows the frequency of feature types selected by the
direct feature mapping. Position related features such as absolute
position and root-coordinate position are most frequently selected
to drive the active DOFs of creatures and non-linear features from
root-coordinate position are also frequently chosen. Depending on
the target creature, displacement features are selected a few times.
Other features shown in Table 1, which we used for the feature se-
lection were not selected during the direct feature mapping in our
tests. Table 4 shows several examples of the feature selection for the
mammoth character; 1-3 input features are matched to each output
feature.

Features Frequency
Absolute position 28.3%
Root-coordinate position 26.4%
Displacement from parent joint 4%
Displacement from end effectors 2.5%
Square of root-coordinate position* 20.4%
Exponential of root-coordinate position* 18.4%
Other features in Table 1 0%

Table 3: Frequency of feature types selected by the direct feature
mapping for four creature characters. For *non-linear features,
root-coordinate position is dominantly used, while absolute posi-
tion and displacement features are also selected a few times.



Figure 6: Input human poses and corresponding output creature motions produced by (a) the direct feature mapping and (b) the motion
coupling. (Note that the mammoth’s feet are moving to reproduce a walking motion in (b).)

Output features Matched input features
z-orientation of exp(root-coordinate z-position of head)
nose
y-position of absolute y-position of neck
neck exp(root-coordinate y-position of neck)

square(root-coordinate y-position of neck)
x-position of absolute z-position of left elbow
fore left foot root-coordinate z-position of left elbow
z-orientation of distance from right hand to left hip
tail

Table 4: Feature matching result of the mammoth character

Accuracy of motion classification: Table 5 shows the classifi-
cation accuracy of the motion classifier given novel human mo-
tion data from various users. The designer who mimicked each
keyframe animation and two naive users with different body sizes
performed 5 seconds (150 frames) of motion for three complex
cyclical animations and the None state. Despite the noisy input
from the Kinect, the classifier identified 89% of the input motion
correctly when the designer performed the example human motion
and 86.7% for the naive users. In the puppetry phase, our system
identifies the class of input motion based on the accumulated clas-
sification result using the queues, thus 86.7% accuracy still allows
users to feel that they have good control over the motion coupling.
However, due to the use of queues, slight latency is found when
the user starts/stops the performance of each class. With current
input data rate and classification accuracy, we observed less than 2
seconds and 1 second latency at the beginning and end of a user’s
mimicking performance, respectively.

Class 1 Class 2 Class 3 None state
Designer 87.3% 80% 89.3% 99.3%
User 1 96.6% 88% 83.3% 94.6%
User 2 84.6% 70.6% 82.6% 93.3%

Table 5: Classification accuracy of the learned motion classifier.
Mimicking motions for each class are as follows. Class 1: walking
with arm swing. Class 2: fast arm swing. Class 3: arm flapping

Feedback from users: We conducted an informal user test of our
system. Seven novice users performed puppetry using the pre-
designed mappings. We gave them guidelines about body part cor-
respondences and how to drive complex cyclical motions. After a
few seconds of practice, all users figured out how to animate the
character using their body. They enjoyed moving the individual
body parts of the character and making a complex cyclical anima-
tion. When they were asked to play the demo game, they easily
finished the missions, which required a good understanding of the
puppetry. Some users tried their own complex motions (e.g., vol-
leyball motion, break dance) that had not been registered during
the design phase, and felt disappointed when the creatures did not

interpret their intentions. In addition, they wanted to use different
input motion to trigger character’s cyclical animations and asked a
system in which they can define their own mimicking motion. One
user was interested in utilizing our system for the initial prototyp-
ing of desired keyframe animation as he can quickly test multiple
variations of desired animation through his performance.

Our system is compared, from a designer’s perspective, with an al-
ternative fully manual setup. In our experiments, we repeatedly
built many direct feature mappings both manually and using our
system given the same input motions and DOF tags. In order to de-
sign feature mappings of comparable puppetry quality, the manual
setup required a repetitive trial and error process to determine ap-
propriate pairs of input-output features and coefficients of mapping
functions, whereas our system automatically computed those. The
main advantage of our system was the automatic feature selection
from a large feature pool, as we frequently had difficulty in finding
proper features that effectively link human-creature motion pairs.

Comparison with previous puppetry approaches: We compare
our method with previous approaches based on a number of criteria
that are important for puppetry. These criteria include the type of
target characters supported, whether motion with a natural creature
style can be created, and whether it runs in real-time or not (see
Table 6).

(a) (b) (c) Ours
Human-Human Y Y Y Y
Human-Creature N Y Y Y
Real-time Y N N Y
Natural Creature Style - Y Y Y
Dynamics Y N Y N

Table 6: Comparison with previous puppetry methods. (a) [Ishigaki
et al. 2009], (b) [Dontcheva et al. 2003], (c) [Yamane et al. 2010]

Our method is similar to that of Ishigaki et al. [2009], in that they
also combine motions from multiple sources to make a final mo-
tion. However, their target characters are different from ours, i.e.,
humans vs. creatures. Dontcheva et al. [2003] also used the concept
of acting out animation and searching for an appropriate motion
pair between source and target, although their approach and target
application are also different (i.e., animation authoring vs. real-time
puppetry in our case). Yamane et al. [2010] proposed pose-to-pose
mapping, which can be applicable to achieve similar results to ours,
although their aim was not real-time puppetry.

Our direct feature mapping has advantages over the pose-to-pose
mapping when we consider the aim of creating natural motions for
non-human character puppetry. In the design phase, pose-to-pose
mapping requires a designer to manually specify a large number of
input-output pose pairs that can cover the space of possible human
motion, which is a tedious and difficult process. Because the de-
signer always has to remember the previous pose mappings in order



to achieve consistent puppetry, when the number of matching pairs
becomes large this is very burdensome. In contrast, in our method
we ask the designer to register approximate motions, not specific
poses. This reduces the number of required matching pairs, thus
making it easier for the designer to maintain consistency.

7 Discussion

We have presented a novel puppetry approach that is motivated by
recent advances in motion detecting devices and the increase in ap-
plications that require a user to control a virtual character. Existing
puppetry applications have mainly focussed on human or human-
like target characters and the extension to non-human characters
moving in their own natural style has not yet been attempted, de-
spite the wide range of potential applications. Our approach pro-
duces consistent puppetry and characteristic movement for such
creatures, and users feel that they can comfortably and naturally
control the characters in the virtual world, despite the different body
structures. We therefore expect that our approach will contribute
to an increasing number of puppetry applications involving virtual
creatures appearing in the field of games and interactive media.

Our puppetry system has several limitations. An inherent limitation
of non-human character puppetry is that independent, unique and
accurate control of each DOF in the target is hard to achieve. When
the number of DOFs of the creature is larger than the performer’s, it
is impossible to provide completely independent and unique control
of each body part of a creature character. Furthermore, some DOFs
in the human body always move in synchrony during a performance
and this reduces the available number of individual controls when
manipulating a creature character whose body structure is different
from ours. Taking this limitation into account, we tried to find a
plausible mapping with the help of a designer’s intuition and expe-
rience.

Using the Kinect as an input device restricts the level of locomo-
tion control that can be applied to the character. For example, it
is hard to differentiate between the performer’s leg movements for
walk-on-the-spot vs. walk-forward motions. In our current system,
we make the character walk forward when the user triggers one of
the cyclical locomotion animations. However, our algorithm can
be trivially adapted to accept inputs from full-body motion capture
devices (such as the Vicon system), which would allow for global
locomotion control.

One interesting extension of this work is involvement of users in the
design phase. We can ask users, instead of the designer, to mimic
the keyframe animations in their own way to create a customized
puppetry. Additional constraints would be required to avoid inter-
ference among mimicking motions created by novice users. A fur-
ther goal of human to non-human puppetry would be a system that
does not require any instruction to the users before they perform the
puppetry, as is the case with human-human puppetry. Indeed, we
found that many users repeat similar motions to control a creature
character that is quite different from them (e.g., raising their right
arm to animate the mammoth’s trunk, swaying their hip to animate
a tail). One future direction for this work would be to construct
a more generalized puppetry model by collecting and analyzing a
large database of human mimicking motions.
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